Preface

This book originated in part from lecture notes we developed while teaching courses in
financial mathematics in the Master of Mathematical Finance Program at the University of
Toronto during the years from 1998 to 2003. We were confronted with the challenge of
teaching a varied set of finance topics, ranging from derivative pricing to risk management,
while developing the necessary notions in probability theory, stochastic calculus, statistics,
and numerical analysis and while having the students acquire practical computer laboratory
experience in the implementation of financial models. The amount of material to be covered
spans a daunting number of topics. The leading motives are recent discoveries in derivatives
research, whose comprehension requires an array of applied mathematical techniques traditionally taught in a variety of different graduate and senior undergraduate courses, often not
included in the realm of traditional finance education. Our choice was to teach all the relevant
topics in the context of financial engineering and mathematical finance while delegating more
systematic treatments of the supporting disciplines, such as probability, statistics, numerical
analysis, and financial markets and institutions, to parallel courses. Our project turned from
a challenge into an interesting and rewarding teaching experience. We discovered that probability and stochastic calculus, when presented in the context of derivative pricing, are easier
to teach than we had anticipated. Most students find financial concepts and situations helpful
to develop an intuition and understanding of the mathematics. A formal course in probability
running in parallel introduced the students to the mathematical theory of stochastic calculus,
but only after they already had acquired the basic problem-solving skills. Computer laboratory
projects were run in parallel and took students through the actual “hands-on” implementation
of the theory through a series of financial models. Practical notions of information technology
were introduced in the laboratory as well as the basics in applied statistics and numerical
analysis.
This book is organized into two main parts: Part I consists of the main body of the theory
and mathematical tools, and Part II covers a series of numerical implementation projects
for laboratory instruction. The first part is organized into rather large chapters that span the
main topics, which in turn consist of a series of related subtopics or sections. Chapter 1
introduces the basic notions of pricing theory together with probability and stochastic calculus.
The relevant notions in probability and stochastic calculus are introduced in the finance
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context. Students learn about static and dynamic hedging strategies and develop an underlying
framework for pricing various European-style contracts, including quanto and basket options.
The martingale (or probabilistic) and Partial differential equation (PDE) formulations are
presented as alternative approaches for derivatives pricing. The last part of Chapter 1 provides
a theoretical framework for pricing American options. Chapter 2 is devoted to fixed-income
derivatives. Numerical solution methods such as lattice models, model calibration, and Monte
Carlo simulations are introduced within relevant projects in the second part of the book.
Chapter 3 is devoted to more advanced mathematical topics in option pricing, covering some
techniques for exact exotic option pricing within continuous-time state-dependent diffusion
models. A substantial part of Chapter 3 is drawn partly from some of our recent research
and hence covers derivations of new pricing formulas for complex state-dependent diffusion
models for European-style contracts as well as barrier options. One focus of this chapter is to
expose the reader to some of the more advanced, yet essential, mathematical tools for tackling
derivative pricing problems that lie beyond the standard contracts and/or simpler models.
Although the technical content in Chapter 3 may be relatively high, our goal has been to
present the material in a comprehensive fashion. Chapter 4 reviews numerical methods and
statistical estimation methodologies for value-at-risk and risk management.
Part II includes a dozen shorter “chapters,” each one dedicated to a numerical laboratory
project. The additional files distributed in the attached disk give the documentation and
framework as they were developed for the students. We made an effort to cover a broad
variety of information technology topics, to make sure that the students acquire the basic
programming skills required by a professional financial engineer, such as the ability to design
an interface for a pricing module, produce scenario-generation engines for pricing and risk
management, and access a host of numerical library components, such as linear algebra
routines. In keeping with the general approach of this book, students acquire these skills not
in isolation but, rather, in the context of concrete implementation tasks for pricing and risk
management models.
This book can presumably be read and used in a variety of ways. In the mathematical
finance program, Chapters 1 and 2, and limited parts of Chapters 3 and 4 formed the core of
the theory course. All the chapters (i.e., projects) in Part II were used in the parallel numerical
laboratory course. Some of the material in Chapter 3 can be used as a basis for a separate
graduate course in advanced topics in pricing theory. Since Chapter 4, on value-at-risk, is
largely independent of the other ones, it may also possibly be covered in a parallel risk
management course.
The laboratory material has been organized in a series of modules for classroom instruction
we refer to as projects (i.e., numerical laboratory projects). These projects serve to provide
the student or practitioner with an initial experience in actual quantitative implementations
of pricing and risk management. Admittedly, the initial projects are quite far from being
realistic financial engineering problems, for they were devised mostly for pedagogical reasons
to make students familiar with the most basic concepts and the programming environment.
We thought that a key feature of this book was to keep the prerequisites to a bare minimum
and not assume that all students have advanced programming skills. As the student proceeds
further, the exercises become more challenging and resemble realistic situations more closely.
The projects were designed to cover a reasonable spectrum of some of the basic topics
introduced in Part I so as to enhance and augment the student’s knowledge in various basic
topics. For example, students learn about static hedging strategies by studying problems
with barrier options and variance swaps, learn how to design and calibrate lattice models
and use them to price American and other exotics, learn how to back out a high-precision
LIBOR zero-yield curve from swap and forward rates, learn how to set up and calibrate
interest rate trees for pricing interest rate derivatives using a variety of one-factor short rate
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models, and learn about estimation and simulation methodologies for value-at-risk. As the
assignments progress, relevant programming topics may be introduced in parallel. Our choice
fell on the Microsoft technologies because they provide perhaps the easiest-to-learn-about
rapid application development frameworks; however, the concepts that students learn also
have analogues with other technologies. Students learn gradually how to design the interface
for a pricing model using spreadsheets. Most importantly, they learn how to invoke and use
numerical libraries, including LAPACK, the standard numerical linear algebra package, as
well as a broad variety of random- and quasi-random-number generators, zero finders and
optimizer routines, spline interpolations, etc. To a large extent, technologies can be replaced.
We have chosen Microsoft Excel as a graphic user interface as well as a programming tool.
This should give most PC users the opportunity to quickly gain familiarity with the code
and to modify and experiment with it as desired. The Math Point libraries for visual basic
(VB) and visual Basic for applications (VBA), which are used in our laboratory materials,
were developed specifically for this teaching project, but an experienced programmer could
still use this book and work in alternative frameworks, such as the Nag FORTRAN libraries
under Linux and Java. The main motive of the book also applies in this case: We teach the
relevant concepts in information technology, which are a necessary part of the professional
toolkit of financial engineers, by following what according to our experience is the path of
least resistance in the learning process.
Finally, we would like to add numerous acknowledgments to all those who made this
project a successful experience. Special thanks go to the students who attended the Master of
Mathematical Finance Program at the University of Toronto in the years from 1998 to 2003.
They are the ones who made this project come to life in the first place. We thank Oliver Chen
and Stephan Lawi for having taught the laboratory course in the fifth year of the program.
We thank Petter Wiberg, who agreed to make the material in his Ph.D. thesis available to
us for partial use in Chapter 4. We thank our coauthors in the research papers we wrote
over the years, including Peter Carr, Oliver Chen, Ken Jackson, Alexei Kusnetzov, Pierre
Hauvillier, Stephan Lawi, Alex Lipton, Roman Makarov, Smaranda Paun, Dmitri Rubisov,
Alexei Tchernitser, Petter Wiberg, and Andrei Zavidonov.

CHAPTER

.1

Pricing Theory

Pricing theory for derivative securities is a highly technical topic in finance; its foundations
rest on trading practices and its theory relies on advanced methods from stochastic calculus
and numerical analysis. This chapter summarizes the main concepts while presenting the
essential theory and basic mathematical tools for which the modeling and pricing of financial
derivatives can be achieved.
Financial assets are subdivided into several classes, some being quite basic while others are
structured as complex contracts referring to more elementary assets. Examples of elementary
asset classes include stocks, which are ownership rights to a corporate entity; bonds, which
are promises by one party to make cash payments to another in the future; commodities,
which are assets, such as wheat, metals, and oil that can be consumed; and real estate assets,
which have a convenience yield deriving from their use. A more general example of an asset
is that of a contractual contingent claim associated with the obligation of one party to enter
a stream of more elementary financial transactions, such as cash payments or deliveries of
shares, with another party at future dates. The value of an individual transaction is called a
pay-off or payout. Mathematically, a pay-off can be modeled by means of a payoff function
in terms of the prices of other, more elementary assets.
There are numerous examples of contingent claims. Insurance policies, for instance, are
structured as contracts that envision a payment by the insurer to the insured in case a specific
event happens, such as a car accident or an illness, and whose pay-off is typically linked to the
damage suffered by the insured party. Derivative assets are claims that distinguish themselves
by the property that the payoff function is expressed in terms of the price of an underlying
asset. In finance jargon, one often refers to underlying assets simply as underlyings. To
some extent, there is an overlap between insurance policies and derivative assets, except the
nomenclature differs because the first are marketed by insurance companies while the latter
are traded by banks.
A trading strategy consists of a set of rules indicating what positions to take in response
to changing market conditions. For instance, a rule could say that one has to adjust the
position in a given stock or bond on a daily basis to a level given by evaluating a certain
function. The implementation of a trading strategy results in pay-offs that are typically
random. A major difference that distinguishes derivative instruments from insurance contracts
3

4

CHAPTER 1

. Pricing theory

is that most traded derivatives are structured in such a way that it is possible to implement
trading strategies in the underlying assets that generate streams of pay-offs that replicate the
pay-offs of the derivative claim. In this sense, trading strategies are substitutes for derivative
claims. One of the driving forces behind derivatives markets is that some market participants,
such as market makers, have a competitive advantage in implementing replication strategies,
while their clients are interested in taking certain complex risk exposures synthetically by
entering into a single contract.
A key property of replicable derivatives is that the corresponding payoff functions depend
only on prices of tradable assets, such as stocks and bonds, and are not affected by events,
such as car accidents or individual health conditions that are not directly linked to an asset
price. In the latter case, risk can be reduced only by diversification and reinsurance. A related
concept is that of portfolio immunization, which is defined as a trade intended to offset the
risk of a portfolio over at least a short time horizon. A perfect replication strategy for a given
claim is one for which a position in the strategy combined with an offsetting position in the
claim are perfectly immunized, i.e., risk free. The position in an asset that immunizes a given
portfolio against a certain risk is traditionally called hedge ratio.1 An immunizing trade is
called a hedge. One distinguishes between static and dynamic hedging, depending on whether
the hedge trades can be executed only once or instead are carried over time while making
adjustments to respond to new information.
The assets traded to execute a replication strategy are called hedging instruments. A set of
hedging instruments in a financial model is complete if all derivative assets can be replicated
by means of a trading strategy involving only positions in that set. In the following, we shall
define the mathematical notion of financial models by listing a set of hedging instruments
and assuming that there are no redundancies, in the sense that no hedging instrument can
be replicated by means of a strategy in the other ones. Another very common expression
is that of risk factor: The risk factors underlying a given financial model with a complete
basis of hedging instruments are given by the prices of the hedging instruments themselves
or functions thereof; as these prices change, risk factor values also change and the prices of
all other derivative assets change accordingly. The statistical analysis of risk factors allows
one to assess the risk of financial holdings.
Transaction costs are impediments to the execution of replication strategies and correspond
to costs associated with adjusting a position in the hedging instruments. The market for a
given asset is perfectly liquid if unlimited amounts of the asset can be traded without affecting
the asset price. An important notion in finance is that of arbitrage: If an asset is replicable by
a trading strategy and if the price of the asset is different from that of the replicating strategy,
the opportunity for riskless gains/profits arises. Practical limitations to the size of possible
gains are, however, placed by the inaccuracy of replication strategies due to either market
incompleteness or lack of liquidity. In such situations, either riskless replication strategies are
not possible or prices move in response to posting large trades. For these reasons, arbitrage
opportunities are typically short lived in real markets.
Most financial models in pricing theory account for finite liquidity indirectly, by postulating that prices are arbitrage free. Also, market incompleteness is accounted for indirectly
and is reflected in corrections to the probability distributions in the price processes. In this
stylized mathematical framework, each asset has a unique price.2

1
Notice that the term hedge ratio is part of the finance jargon. As we shall see, in certain situations hedge ratios
are computed as mathematical ratios or limits thereof, such as derivatives. In other cases, expressions are more
complicated.
2
To avoid the perception of a linguistic ambiguity, when in the following we state that a given asset is worth a
certain amount, we mean that amount is the asset price.
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Most financial models are built upon the perfect-markets hypothesis, according to which:
•
•

There are no trading impediments such as transaction costs.
The set of basic hedging instruments is complete.
• Liquidity is infinite.
• No arbitrage opportunities are present.
These hypotheses are robust in several ways. If liquidity is not perfect, then arbitrage opportunities are short lived because of the actions of arbitrageurs. The lack of completeness and
the presence of transaction costs impacts prices in a way that is uniform across classes of
derivative assets and can safely be accounted for implicitly by adjusting the process probabilities.
The existence of replication strategies, combined with the perfect-markets hypothesis,
makes it possible to apply more sophisticated pricing methodologies to financial derivatives
than is generally possible to devise for insurance claims and more basic assets, such as stocks.
The key to finding derivative prices is to construct mathematical models for the underlying
asset price processes and the replication strategies. Other sources of information, such as a
country’s domestic product or a takeover announcement, although possibly relevant to the
underlying prices, affect derivative prices only indirectly.
This first chapter introduces the reader to the mathematical framework of pricing theory
in parallel with the relevant notions of probability, stochastic calculus, and stochastic control
theory. The dynamic evolution of the risk factors underlying derivative prices is random, i.e.,
not deterministic, and is subject to uncertainty. Mathematically, one uses stochastic processes,
defined as random variables with probability distributions on sets of paths. Replicating and
hedging strategies are formulated as sets of rules to be followed in response to changing price
levels. The key principle of pricing theory is that if a given payoff stream can be replicated
by means of a dynamic trading strategy, then the cost of executing the strategy must equal
the price of a contractual claim to the payoff stream itself. Otherwise, arbitrage opportunities
would ensue. Hence pricing can be reduced to a mathematical optimization problem: to
replicate a certain payoff function while minimizing at the same time replication costs and
replication risks. In perfect markets one can show that one can achieve perfect replication at
a finite cost, while if there are imperfections one will have to find the right trade-off between
risk and cost. The fundamental theorem of asset pricing is a far-reaching mathematical result
that states;
•

The solution of this optimization problem can be expressed in terms of a discounted
expectation of future pay-offs under a pricing (or probability) measure.
• This representation is unique (with respect to a given discounting) as long as markets
are complete.
Discounting can be achieved in various ways: using a bond, using the money market account,
or in general using a reference numeraire asset whose price is positive. This is because pricing
assets is a relative, as opposed to an absolute, concept: One values an asset by computing its
worth as compared to that of another asset. A key point is that expectations used in pricing
theory are computed under a probability measure tailored to the numeraire asset.
In this chapter, we start the discussion with a simple single-period model, where trades
can be carried out only at one point in time and gains or losses are observed at a later
time, a fixed date in the future. In this context, we discuss static hedging strategies. We then
briefly review some of the relevant and most basic elements of probability theory in the
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context of multivariate continuous random variables. Brownian motion and martingales are
then discussed as an introduction to stochastic processes. We then move on to further discuss
continuous-time stochastic processes and review the basic framework of stochastic (Itô)
calculus. Geometric Brownian motion is then presented, with some preliminary derivations
of Black–Scholes formulas for single-asset and multiasset price models. We then proceed
to introduce a more general mathematical framework for dynamic hedging and derive the
fundamental theorem of asset pricing (FTAP) for continuous-state-space and continuoustime-diffusion processes. We then apply the FTAP to European-style options. Namely, by the
use of change of numeraire and stochastic calculus techniques, we show how exact pricing
formulas based on geometric Brownian motions for the underlying assets are obtained for a
variety of situations, ranging from elementary stock options to foreign exchange and quanto
options. The partial differential equation approach for option pricing is then presented. We
then discuss pricing theory for early-exercise or American-style options.

1.1 Single-Period Finite Financial Models
The simplest framework in pricing theory is given by single-period financial models, in which
calendar time t is restricted to take only two values, current time t = 0 and a future date
t = T > 0. Such models are appropriate for analyzing situations where trades can be made
only at current time t = 0. Revenues (i.e., profits or losses) can be realized only at the later
date T, while trades at intermediate times are not allowed.
In this section, we focus on the particular case in which only a finite number of scenarios
1      m can occur. Scenario is a common term for an outcome or event. The scenario set
 = 1      m  is also called the probability space. A probability measure P is given by
a set of numbers pi  i = 1     m, in the interval 0 1 that sum up to 1; i.e.,
m


pi = 1

0 ≤ pi ≤ 1

(1.1)

i=1

pi is the probability that scenario (event) i occurs, i.e., that the ith state is attained. Scenario
i is possible if it can occur with strictly positive probability pi > 0. Neglecting scenarios that
cannot possibly occur, the probabilities pi will henceforth be assumed to be strictly positive;
i.e., pi > 0. A random variable is a function on the scenario set, f  → , whose values
f i represent observables. As we discuss later in more detail, examples of random variables
one encounters in finance include the price of an asset or an interest rate at some point in
the future or the pay-off of a derivative contract. The expectation of the random variable f is
defined as the sum
E P f =

m


pi f  i 

(1.2)

i=1

Asset prices and other financial observables, such as interest rates, are modeled by
stochastic processes. In a single-period model, a stochastic process is given by a value f0
at current time t = 0 and by a random variable fT that models possible values at time T. In
finance, probabilities are obtained with two basically different procedures: They can either
be inferred from historical data by estimating a statistical model, or they can be implied from
current asset valuations by calibrating a pricing model. The former are called historical,
statistical, or, better, real-world probabilities. The latter are called implied probabilities.
The calibration procedure involves using the fundamental theorem of asset pricing to represent
prices as discounted expectations of future pay-offs and represents one of the central topics
to be discussed in the rest of this chapter.
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Definition 1.1. Financial Model A finite, single-period financial model  =   is given
by a finite scenario set  = 1      m  and n basic asset price processes for hedging
instruments:
 = A1t      Ant t = 0 T

(1.3)

Here, Ai0 models the current price of the ith asset at current (or initial) time t = 0 and AiT
is a random variable such that the price at time T > 0 of the ith asset in case scenario j
occurs is given by AiT j . The basic asset prices Ait , i = 1     n, are assumed real and
positive.
Definition 1.2. Portfolio and Asset Let  =   be a financial model. A portfolio 
is given by a vector with components i ∈  i = 1     n, representing the positions or
holdings in the the family of basic assets with prices A1t      Ant . The worth of the portfolio at

terminal time T is given by ni=1 i AiT  given the state or scenario , whereas the current
n
i
price is i=1 i A0 . A portfolio is nonnegative if it gives rise to nonnegative pay-offs under

all scenarios, i.e., ni=1 i AiT j ≥ 0 ∀j = 1     m. An asset price process At = At 
(a generic one, not necessarily that of a hedging instrument) is a process of the form
At =

n


i Ait

(1.4)

i=1

for some portfolio  ∈ n .
The modeling assumption behind this definition is that market liquidity is infinite, meaning
that asset prices don’t vary as a consequence of agents trading them. As we discussed at the
start of this chapter, this hypothesis is valid only in case trades are relatively small, for large
trades cause market prices to change. In addition, a financial model with infinite liquidity is
mathematically consistent only if there are no arbitrage opportunities.
Definition 1.3. Arbitrage: Single-Period Discrete Case An arbitrage opportunity or arbitrage portfolio is a portfolio  = 1      n such that either of the following conditions holds:

A1. The current price of  is negative, ni=1 i Ai0 < 0, and the pay-off at terminal time T is
n
nonnegative, i.e., i=1 i AiT j ≥ 0 for all j states.

A2. The current price of  is zero, i.e., ni=1 i Ai0 = 0, and the pay-off at terminal time T

in at least one scenario j is positive, i.e., ni=1 i AiT j > 0 for some jth state, and the
pay-off at terminal time T is nonnegative.
Definition 1.4. Market Completeness The financial model  =   is complete if for
all random variables ft  → , where ft is a bounded payoff function, there exists an asset
price process or portfolio At in the basic assets contained in  such that AT  = fT  for
all scenarios  ∈ .
This definition essentially states that any pay-off (or state-contingent claim) can be replicated, i.e., is attainable by means of a portfolio consisting of positions in the set of basic
assets. If an arbitrage portfolio exists, one says there is arbitrage. The first form of arbitrage
occurs whenever there exists a trade of negative initial cost at time t = 0 by means of which
one can form a portfolio that under all scenarios at future time t = T has a nonnegative
pay-off. The second form of arbitrage occurs whenever one can perform a trade at zero cost
at an initial time t = 0 and then be assured of a strictly positive payout at future time T under
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at least one possible scenario, with no possible downside. In reality, in either case investors
would want to perform arbitrage trades and take arbitrarily large positions in the arbitrage
portfolios. The existence of these trades, however, infringes on the modeling assumption of
infinite liquidity, because market prices would shift as a consequence of these large trades
having been placed.
Let’s start by considering the simplest case of a single-period economy consisting of only
two hedging instruments (i.e., n = 2 basic assets) with price processes A1t = Bt and A2t = St .
The scenario set, or sample space, is assumed to consist of only two possible states of the
world:  = +  − . St is the price of a risky asset, which can be thought of as a stock
price. The riskless asset is a zero-coupon bond, defined as a process Bt that is known to be
worth the so-called nominal amount BT = N at time T while at time t = 0 has worth
B0 = 1 + rT

−1

N

(1.5)

Here r > 0 is called the interest rate. As is discussed in more detail in Chapter 2, interest
rates can be defined with a number of different compounding rules; the definition chosen here
for r corresponds to selecting T itself as the compounding interval, with simple (or discrete)
compounding assumed. At current time t = 0, the stock has known worth S0 . At a later
time t = T , two scenarios are possible for the stock. If the scenario + occurs, then there
is an upward move and ST = ST + ≡ S+ ; if the scenario − occurs, there is a downward
move and ST = ST − ≡ S− , where S+ > S− . Since the bond is riskless we have BT + =
BT − = BT . Assume that the real-world probabilities that these events will occur are p+ =
p ∈ 0 1 and p− = 1 − p , respectively.
Figure 1.1 illustrates this simple economy. In this situation, the hypothesis of arbitrage
freedom demands that the following strict inequality be satisfied:
S+
S−
< S0 <

1 + rT
1 + rT

(1.6)

S−
In fact, if, for instance, one had S0 < 1+rT
, then one could make unbounded riskless profits by
initially borrowing an arbitrary amount of money and buying an arbitrary number of shares
in the stock at price S0 at time t = 0, followed by selling the stock at time t = T at a higher
return level than r. Inequality (1.6) is an example of a restriction resulting from the condition
of absence of arbitrage, which is defined in more detail later.
A derivative asset, of worth At at time t, is a claim whose pay-off is contingent on future
values of risky underlying assets. In this simple economy the underlying asset is the stock.
An example is a derivative that pays f+ dollars if the stock is worth S+ , and f− otherwise, at
final time T: AT = AT + = f+ if ST = S+ and AT = AT − = f− if ST = S− . Assuming one
can take fractional positions, this payout can be statically replicated by means of a portfolio

p+

S+

S0
p–

S–

FIGURE 1.1 A single-period model with two possible future prices for an asset S.
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consisting of a shares of the stock and b bonds such that the following replication conditions
under the two scenarios are satisfied:
aS− + bN = f− 

(1.7)

aS+ + bN = f+ 

(1.8)

The solution to this system is
a=

f+ − f−

S + − S−

b=

f − S + − f + S−

N S + − S−

(1.9)

The price of the replicating portfolio, with pay-off identical to that of the derivative, must be
the price of the derivative asset; otherwise there would be an arbitrage opportunity. That is,
one could make unlimited riskless profits by buying (or selling) the derivative asset and, at
the same time, taking a short (or long) position in the portfolio at time t = 0. At time t = 0,
the arbitrage-free price of the derivative asset, A0 , is then
A0 = aS0 + b 1 + rT −1 N




S0 − 1 + rT −1 S−
1 + rT −1 S+ − S0
=
f+ +
f− 
S+ − S −
S+ − S −

(1.10)

Dimensional considerations are often useful to understand the structure of pricing formulas
and detect errors. It is important to remember that prices at different moments in calendar
time are not equivalent and that they are related by discount factors. The hedge ratios a and
b in equation (1.9) are dimensionless because they are expressed in terms of ratios of prices
at time T. In equation (1.10) the variables f± and S+ − S− are measured in dollars at time T,
so their ratio is dimensionless. Both S0 and the discounted prices 1 + rT −1 S± are measured
in dollars at time 0, as is also the derivative price A0 .
Rewriting this last equation as


 

1 + rT S0 − S−
S+ − 1 + rT S0
−1
A0 = 1 + rT
f+ +
f−
(1.11)
S+ − S −
S + − S−
shows that price A0 can be interpreted as the discounted expected pay-off. However, the
probability measure is not the real-world one (i.e., not the physical measure P) with probabilities p± for up and down moves in the stock price. Rather, current price A0 is the discounted
expectation of future prices AT , in the following sense:
A0 = 1 + rT

−1

E Q AT = 1 + rT

−1

q+ AT + + q− AT −

(1.12)

under the measure Q with probabilities (strictly between 0 and 1)
q+ =

1 + rT S0 − S−

S + − S−

q− =

S+ − 1 + rT S0

S + − S−

(1.13)

q+ + q− = 1. The measure Q is called the pricing measure. Pricing measures also have
other, more specific names. In the particular case at hand, since we are discounting with a
constant interest rate within the time interval 0 T , Q is commonly named the risk-neutral
or risk-adjusted probability measure, where q± are so-called risk-neutral (or risk-adjusted)
probabilities. Later we shall see that this measure is also the forward measure, where the
bond price Bt is used as numeraire asset. In particular, by expressing all asset prices relative
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to (i.e., in units of) the bond price Ait /Bt , with BT = N , regardless of the scenario and
B0 /BT = 1 + rT −1 , we can hence recast the foregoing expectation as: A0 = B0 E Q AT /BT .
Hence Q corresponds to the forward measure. We can also use as numeraire a discretely
compounded money-market account having value 1 + rt (or 1 + rt N ). By expressing all
asset prices relative to this quantity, it is trivially seen that the corresponding measure is the
same as the forward measure in this simple model. As discussed later, the name risk-neutral
measure shall, however, refer to the case in which the money-market account (to be defined
more generally later in this chapter) is used as numeraire, and this measure generally differs
from the forward measure for more complex financial models.
Later in this chapter, when we cover pricing in continuous time, we will be more specific
in defining the terminology needed for pricing under general choices of numeraire asset. We
will also see that what we just unveiled in this particularly simple case is a general and
far-reaching property: Arbitrage-free prices can be expressed as discounted expectations of
future pay-offs. More generally, we will demonstrate that asset prices can be expressed in
terms of expectations of relative asset price processes. A pricing measure is then a martingale
measure, under which all relative asset price processes (i.e., relative to a given choice of
numeraire asset) are so-called martingales. Since our primary focus is on continuous-time
pricing models, as introduced later in this chapter, we shall begin to explicitly cover some
of the essential elements of martingales in the context of stochastic calculus and continuoustime pricing. For a more complete and elaborate mathematical construction of the martingale
framework in the case of discrete-time finite financial models, however, we refer the reader
to other literature (for example, see [Pli97, MM03]).
We now extend the pricing formula of equation (1.12) to the case of n assets and m
possible scenarios.
Definition 1.5. Pricing Measure A probability measure Q = q1      qm , 0 < qj < 1, for
the scenario set  = 1      m  is a pricing measure if asset prices can be expressed as
follows:
Ai0 =  E Q AiT = 

m


qj AiT j

(1.14)

j=1

for all i = 1     n and some real number  > 0. The constant  is called the discount factor.
Theorem 1.1. Fundamental Theorem of Asset Pricing (Discrete, single-period case)
Assume that all scenarios in  are possible. Then the following statements hold true:
•

There is no arbitrage if and only if there is a pricing measure for which all scenarios
are possible.
• The financial model is complete, with no arbitrage if and only if the pricing measure
is unique.
    qm exists and prices Ai0 =
Proof. First, we prove that if a pricing measure Q = q1 
i
Q
 E AT for all i = 1     n, then there isno arbitrage. If  i i AiT j ≥ 0, for all j ∈ ,
then from equation (1.14) we must have i i Ai0 ≥ 0. If i i Ai0 = 0, then from equation
(1.14) we cannot satisfy the payoff conditions in (A2) of Definition 1.3. Hence there is no
arbitrage, for any choice of portfolio  ∈ n .
On the other hand, assume that there is no arbitrage. The possible price-payoff m + 1 tuples



n
n
n



i
i
i
n
=
 i A 0   i A T  1      i A T  m 
∈
(1.15)
i=1

i=1

i=1
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make up a plane in  × m . Since there is no arbitrage, the plane  intersects the octant
+ × m
+ made up of vectors of nonnegative coordinates only in the origin. Let  be the set
of all vectors − 1      m normal to the plane  and normalized so that  > 0. Vectors
in  satisfy the normality condition
 n
 m  n




i
i
−
 i A0 +  j
 i AT  j = 0
(1.16)
i=1

j=1

i=1

for all portfolios .
Next we obtain two Lemmas to complete the proof.
Lemma 1.1. Suppose the financial model on the scenario set  and with instruments
A1      An is arbitrage free and let m be the dimension of the linear space . If the matrix
rank dim  < m, then one can define l = m − dim  price-payoff tuples −B0k  BTk   k =
1     l, so that the extended financial model with basic assets A1      An  B1      Bl
and scenario set  is complete and arbitrage free.
Proof. The price-payoff tuples −B0k  BTk 1      BTk l can be found iteratively. Suppose
that l = m − dim  > 0. Then the complement to the linear space  has dimension l + 1 ≥ 2.
Let X = −X0k  XTk  and Y = −Y0k  YTk  be two vectors orthogonal to each other and
orthogonal to . Then there is an angle  such that the vector B1 = cos X + sin Y has at
least one strictly positive coordinate and one strictly negative coordinate, i.e., B1   × + .
Hence the financial model with instruments A1      An  B1 is arbitrage free. Iterating the
argument, one can complete the market while retaining arbitrage freedom. 
Lemma 1.2. If markets are complete, the space  orthogonal to  is spanned by a vector
 1      m lying in the main octant  = + × m
+ of vectors with strictly positive
coordinates.
Proof. In fact if  = 0, then  contains the line x 0     0 and all positive payouts would
be possible, even for an empty portfolio, which is absurd. It is also absurd that j = 0, ∀j.
In fact, in this case, since markets are complete, there is an instrument paying one dollar in
case the scenario j occurs and zero otherwise, and since j = 0, the price of this instrument
at time t = 0 is zero, which is absurd. 
If markets are not complete, one can still conclude that the set  contains a vector
 1      m with strictly positive coordinates. In fact, thanks to Lemma 1.1, one can
complete it while preserving arbitrage freedom by introducing auxiliary assets and the normal
vector can be chosen to have positive coordinates. Hence, in all cases of i values, according
to equation (1.16) we have
Ai0 =  E Q AiT = 

m


qj AiT j 

(1.17)

j=1

where Q is the measure with probabilities
j
qj = m

j=1 j

(1.18)

and discount factor
 = −1


m

j=1

j 

(1.19)
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The first project of Part II of this book is a study on single-period arbitrage. We refer the
interested reader to that project for a more detailed and practical exposition of the foregoing
theory. In particular, the project provides an explicit discussion of a numerical linear algebra
implementation for detecting arbitrage in single-period, finite financial models.

Problems
Problem 1. Consider the simple example in Figure 1.1 and assume the interest rate is r.
Under what condition is there no arbitrage in the model?
Problem 2. Compute E Q ST within the single-period two-state model. Explain your result.
Problem 3. Let pi0 denote the current price Ai0 of the ith security and denote by Dij = AiT j
the matrix elements of the n × m dividend matrix with i = 1     n, j = 1     m. Using
equation (1.14) with  = 1 + rT −1 show that the risk-neutral expected return on any security
Ai is given by the risk-free interest rate
 i



m

Dij
AT − Ai0
EQ
=
q
−
1
= rT
(1.20)
j
Ai0
pi0
j=1
where qj are the risk-neutral probabilities.
Problem 4. State the explicit matrix condition for market completeness in the single-period
two-state model with the two basic assets as the riskless bond and the stock. Under what
condition is this market complete?
Problem 5. Arrow–Debreu securities are claims with unit pay-offs in only one state of the
world. Assuming a single-period two-state economy, these claims are denoted by E± and
defined by




if  = +
if  = +
 1
 0
E+  =

E−  =



 0

if  = −
1
if  = −
(a) Find exact replicating portfolios  + = a+  b+ and  − = a−  b− for E+ and E− ,
respectively. The coefficients a and b are positions in the stock and the riskless bond,
respectively.
(b) Letting FT represent an arbitrary pay-off, find the unique portfolio of Arrow–Debreu
securities that replicates FT .

1.2 Continuous State Spaces
This section, together with the next section, presents a review of basic elements of probability
theory for random variables that can take on a continuum of values while emphasizing some
of the financial interpretation of mathematical concepts.
Modern probability theory is based on measure theory. Referring the reader to textbook
literature for more detailed and exhaustive formal treatments, we will just simply recall here
that measure theory deals with the definition of measurable sets D, probability measures ,
and integrable functions f D →  for which one can evaluate expectations as integrals
Ef =

f x  dx 
D

(1.21)
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In finance, one typically deals with situations where the measurable set D ⊂ d , with integer
d ≥ 1. Realizations of the vector variable x ∈ D correspond to scenarios for the risk factors
or random variables in a financial model.
Future asset prices are real-valued functions of underlying risk factors f x defined for
x ∈ D and hence themselves define random variables. Probability measures  dx are often
defined as  dx = p x dx, where p x is a real-valued continuous probability distribution
function that is nonnegative and integrates to 1; i.e.,
p x ≥ 0

D

p x dx = 1

(1.22)

 
The expectation E P f of f under the probability measure with p as density is defined by the
d-dimensional integral
 
EP f =

f x p x dx

(1.23)

D

The pair D  dx is called a probability space.
In particular, this formalism can also allow for the case of a finite scenario set of vectors
D = x 1      x N , as was considered in the previous section. In this case the probability
distribution is a sum of Dirac delta functions,
px =

N


pi  x − x i 

(1.24)

i=1

As further discussed shortly, a delta function can be thought of as a singular function that
is positive, integrates to 1 over all space, and corresponds to the infinite limiting case
of a sequence of integrable functions with support only at the origin. Probabilistically,
a distribution, such as equation (1.24), which is a sum of delta functions, corresponds to
a situation where only the scenarios x 1      x N can possibly occur, and they do with
probabilities p1      pN . These probabilities must be positive and add up to 1; i.e.,
N


pi = 1

(1.25)

i=1

In the case of a finite scenario set (i.e., a finite set of possible events with finite integer N), the
random variable f = f x is a function defined on the set of scenarios D, and its expectation
under the measure with p as density is given by the finite sum
E P f =

N


pi f x i 

(1.26)

i=1

For an infinitely countable set of scenarios, then, the preceding expressions must be considered
in the limit N → . Hence in the case of a discrete set of scenarios (as opposed to a
continuum) the probability density function collapses into the usual probability mass function,
as occurs in standard probability theory of discrete-valued random variables.
The Dirac delta function is not an ordinary function in d but, rather, a so-called distribution. Mathematically, a distribution is defined through its value when integrated against
a smooth function. One can regard  x − x , x x ∈ d , as the limit of an infinitesimally
narrow d-dimensional normal distribution:


1
x−x 2
dx = f x 
f x  x − x dx = lim √
f x exp −
(1.27)
→0  2 d d
2 2
d
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For example, in one dimension a representation of the delta function is
 x − x = lim

→0

1
√ e− x−x
 2

2 /2 2



(1.28)

Events are modeled as subsets G ⊂ D for which one can compute the integral that gives
the expectation E P 1G . The function 1G x denotes the random variable equal to 1 for x ∈ G
and to zero otherwise; 1G x is called the indicator function of the set G. This expectation is
interpreted as the probability P(G) that event G ⊂ D will occur; i.e.,
P G = E P 1G =

d

1G x p x dx =

p x dx

(1.29)

G

Examples of events are subsets, e.g., such as
G = x ∈ D

a < f x < b

(1.30)

with b > a and where f is some function. An important concept associated with events is
that of conditional expectation. Given a random variable f, the expectation of f conditioned
to knowing that event G will occur is



 E P f · 1G
P
E f G =

(1.31)
PG
Two probability measures 
˜ dx = p̃ x dx and  dx = p x dx are said to be equivalent
(or absolutely continuous with respect to one another) if they share the same sets of null
probability; i.e., 
˜ ∼  if the probability condition P G > 0 implies P̃ G > 0, where
P̃ G = E P̃ 1G =

d

1G x p̃ x dx =

p̃ x dx

(1.32)

G

with E P̃  denoting the expectation with respect to the measure .
˜ When computing the
expectation of a real-valued random variable, say, of the general form of a function of a
random vector (such functions are further defined in the next section), f = f X d → , it
is sometimes useful to switch from one choice of probability measure to another, equivalent
one. One can use the following change of measure (known as the Radon–Nikodym theorem)
for computing expectations:


d
d
P̃
P
E f = f x  dx = f x
x 
˜ dx = E f

(1.33)
d
˜
d
˜
D
D
The nonnegative random variable denoted by

d
d
˜

is called the Radon–Nikodym derivative of
 −1
 with respect to 
˜ (or P w.r.t. P̃). From this result it also follows that dd˜ = dd˜
and
E P̃  dd˜ = 1. As will be seen later in the chapter, a more general adaptation of this result
for computing certain types of conditional expectations involving martingales will turn out
to form one of the basic tools for pricing financial derivatives using changes of numeraire.
Another particular example of the use of this change-of-measure technique is in the Monte
Carlo estimation of integrals by so-called importance-sampling methods, as described in
Chapter 4.
Just as integrals are approximated with arbitrary accuracy by finite integral sums, continuous probability distributions can be approximated by discrete ones. For instance, let D ⊂ d
be a bounded domain and p x be a continuous probability density on D and let G1      Gm 
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be a partition of D made up of a family of nonintersecting events Gi ⊂ D whose union covers
the entire state space D and that have the shape of hypercubes. Let pi be the probability of
event Gi under the probability measure with density p(x). Then an approximation for p x is
px =

m


pi  x − x i 

(1.34)

i=1

where xi is the center of the hypercube corresponding to event Gi . Let  be the volume of the
largest hypercube among the cubes in the partition G1      Gm  and let f x be a random
variable on D. In the limit  → 0, as the partition becomes finer and finer, the number of
events m  will diverge to . In this limit, we find


m

E P f = lim

→0

pi f x i 

(1.35)

i=1

By using sums as approximations to expectations, which are essentially multidimensional
Riemann integrals, one can extend the theorem in the previous section to the case of continuous
probability distributions. Consider a single-period financial model with current (i.e., initial)
time t = 0 and time horizon t = T and with n basic assets whose current prices are Ai0 ,
i = 1     n. The prices of these basic assets at time T are indexed by a continuous state space
represented by the domain  ⊂ d , and the values of the basic assets are random variables
AiT x , with x ∈ . That is, the asset prices Ait are random variables assumed to take on real
positive values, i.e., Ait  → + . Let’s denote by p x dx the real-world probability measure
in  and assume that the measure of all open subsets of  is strictly positive. A portfolio is
modeled by a vector  whose components denote positions or holdings i , i = 1     n, in
the basic assets. The definition of arbitrage extends as follows.
Definition 1.6. Nonnegative Portfolio A portfolio is nonnegative if it gives rise to nonnegative expected pay-offs under almost all events G ⊂  of nonzero probability, i.e., such that



n


P
i

E
i AT x x ∈ G ≥ 0
(1.36)
i=1

Definition 1.7. Arbitrage: Single-Period Continuous Case The market admits arbitrage if
either of the following conditions holds:
n
i
A1. There is a nonnegative portfolio  of negative initial price
n i=1 i i A0 < 0.
A2. There is a nonnegative portfolio of zero
n initiali cost, i=1 i A0 = 0, for which the
expected payoff is strictly positive, i.e., E P
i=1 i AT > 0
Definition 1.8. Pricing Measure: Single-Period Continuous Case3 A probability measure
Q of density q x dx on D is a pricing measure if all asset prices at current time t = 0 can
be expressed as follows:
Ai0 = E Q fi = 



fi x q x dx

(1.37)

for some real number  > 0. The constant  is called the discount factor. The functions
fi x = AiT x are payoff functions for a given state or scenario x.

3

Later we relate such pricing measures to the case of arbitrary choices of numeraire asset wherein the pricing
formula involves an expectation of asset prices relative to the chosen numeraire asset price. Changes in numeraire
correspond to changes in the probability measure.
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Market completeness is defined in a manner similar to that in the single-period discrete
case of the previous section. From the foregoing definitions of arbitrage and pricing measure
we then have the following result, whose proof is left as an exercise.
Theorem 1.2. Fundamental Theorem of Asset Pricing (Continuous Single-Period Case)
Assume that all scenarios in  are possible. Then the following statements hold true.
•

There is no arbitrage if and only if there is a pricing measure for which all scenarios
are possible.
• If the linear span of the set of basic instruments Ai , i = 1     n, is complete and
T
there is no arbitrage, then there is a unique pricing measure Q consistent with the
prices Ai0 of the reference assets at current time t = 0.
The single-period pricing formalism can also be extended to the case of a multiperiod
discrete-time financial model, where trading is allowed to take place at a finite number of
intermediate dates. This feature gives rise to dynamic trading strategies, with portfolios in
the basic assets being rebalanced at discrete points in time. The foregoing definitions and
notions of arbitrage and asset pricing must then be modified and extended substantially.
Rather than present the theory for such discrete-time models, we shall instead introduce more
important theoretical tools in the following sections that will allow us ultimately to consider
continuous-time financial models. Multiperiod discrete-time (continuous-state-space) models
can then be obtained, if desired, as special cases of the continuous models via a discretization
of time. A further discretization of the state space leads to discrete-time multiperiod finite
financial models.

1.3 Multivariate Continuous Distributions: Basic Tools
Marginal probability distributions arise, for instance, when one is computing expectations
on some reduced subspace of random variables. Consider, for example, a set of continuous
random variables that can be separated or grouped into two random vector spaces X =
X1      Xm and Y = Y1      Yn−m that can take on values x = x1      xm ∈ m and
y = y1      yn−m ∈ n−m , respectively, with 1 ≤ m < n, n ≥ 2. The function p x y is
the joint probability density or probability distribution function (pdf) in the product space
n = m × n−m . The integral
py y ≡

m

p x y dx

(1.38)

defines a marginal density py y . This function describes a probability density in the subspace
of random vectors Y ∈ n−m and integrates to unity over n−m . The conditional density
function, denoted by p x Y = y ≡ p x y for the random vector X, is defined on the subspace
of m (for a given vector value Y = y) and is defined by the ratio of the joint probability
density function and the marginal density function for the random vector Y evaluated at y:
pxy =

p x y

py y

(1.39)

assuming py y = 0. From the foregoing two relations it is simple to see that, for any given y,
the conditional density also integrates to unity over x ∈ m .

1.3 Multivariate Continuous Distributions: Basic Tools
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Conditional distributions play an important role in finance and pricing theory. As we
will see later, derivative instruments can be priced by computing conditional expectations.
Assuming a conditional distribution, the conditional expectation of a continuous random
variable g = g X Y , given Y = y, is defined by
Eg Y = y =

m

g x y p x y dx

(1.40)

Given any two continuous random variables X and Y, then EX Y = y is a number while
EX Y is itself a random variable as Y is random, i.e., has not been fixed. We then have the
following property that relates unconditional and conditional expectations:


EX = E EX Y =

−

EX Y = y py y dy

(1.41)

This property is useful for computing expectations by conditioning. More generally, for a
random variable given by the function g = g X Y we have the property
Eg =

n−m

=

n−m

=

n−m

m



g x y p x y dxdy

g x y p x y dx py y dy

m



Eg Y = y py y dy = E Eg Y 

(1.42)

Functions of random variables, such as g X Y , are of course also random variables. In
general, the pdf of a random variable given by a mapping f = f X n →  is the function
pf  → ,


P f X ∈   + 
pf  = lim

→0


(1.43)

defined on some open or closed interval between a and b. This interval may be finite or
infinite; some examples are  ∈ 0 1 , 0 , and −  . The cumulative distribution
function (cdf) Cf for the random variable f is defined as
Cf z =

z
a

pf  d

(1.44)

and gives the probability P a ≤ f ≤ z , with Cf b = 1. Let us consider another independent
real-valued random variable g ∈ c d , where (c,d) is generally any other interval. We recall
that any two random variables f and g are independent if the joint pdf (or cdf) of f and g is
given by the product of the respective marginal pdfs (or cdfs). The sum of two independent
random variables f and g is again a random variable h = f + g. The cumulative distribution
function, denoted by Ch , for the random variable h is given by the convolution integral
Ch  =

pf  pg  dd

+≤

=

b
a

pf  Cg  −  d =

d
c

pg  Cf  −  d

(1.45)
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where pg and Cg are the density and cumulative distribution functions, respectively, for the
random variable g. By differentiating the cumulative distribution function we find the density
function for the variable h:
ph  =

b
a

pf  pg  −  d =

d
c

pg  pf  −  d

(1.46)

The preceding formulas are sometimes useful because they provide the cumulative (or density)
functions for a sum of two independent random variables as convolution integrals of the
separate density and cumulative functions.
The definition for cumulative distribution functions extends into the multivariate case in
the obvious manner. Given a pdf p n →  for n -valued random vectors X = X1      Xn ,
the corresponding cdf is the function Cp n →  defined by the joint probability
Cp x = P X 1 ≤ x 1      X n ≤ x n =

xn
−

···

x1
−

p x dx 

(1.47)

We recall that any two random variables Xi and Xj (i = j) are independent if the joint
probability P Xi ≤ a Xj ≤ b = P Xi ≤ a P Xj ≤ b for all a b ∈ , i.e., if the events Xi ≤ a
and Xj ≤ b are independent. Hence, for two independent random variables the joint cdf
and joint pdf are equal to the product of the marginal cdf and marginal pdf, respectively:
p xi  xj = pi xi pj xj and Cp xi  xj = Ci xi Cj xj .
Another useful formula for multivariate distributions is the relationship between probability densities (within the same probability measure, say,  dx expressed on different variable
spaces or coordinate variables. That is, if p x and pX̃ x̃ represent probability densities on
n-dimensional real-valued vector spaces x and x̃, respectively and the two spaces are related
by a one-to-one continuously differentiable mapping x̃ = x̃ x , then
 
 dx̃ 
p x = pX̃ x̃  
(1.48)
dx
where dx̃
is the Jacobian matrix of the invertible transformation x → x̃. The notation M
dx
refers to the determinant of a matrix M.
A probability distribution that plays a distinguished role is the n-dimensional Gaussian
(or normal) distribution, with mean (or average) vector  = 1      n , defined on x ∈ n
as follows:


1
1
−1
p x  C = 
(1.49)
exp − x −  · C · x −  
2
2 n C
The shorthand notation x ∼ Nn  C is also used to denote the values of an n-dimensional
random vector with components x1      xn that are obtained by sampling with distribution
p x  C . C = Cij is called covariance matrix and enjoys the property of being positive
definite, i.e., is such that the inner product x Cx ≡ x · Cx > 0 for all real vectors x, and
Cij = Cji . It follows that the cdf of the n-dimensional multivariate normal random vector is
defined by the n-dimensional Gaussian integral
n x  C =

xn
−

x1

···

−

p x  C dx 

(1.50)

A particularly important special case of equation (1.50) for n = 1 is the univariate standard
normal cdf (i.e., 1 x 0 1 ), defined by
1
Nx ≡√
2

x
−

e−y

2 /2

dy

(1.51)
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The mean of a random vector X with given pdf p x , is defined by the components

 i = E Xi =

n

xi p x dx =



xpi x dx

(1.52)

and the covariance matrix elements are defined by the expectations


Cij ≡ Cov Xi  Xj = E Xi − i Xj − j =

n

xi − i xj − j p x dx

(1.53)

for all i j = 1     n. The standard deviation of the random variable Xi is defined as the
square root of the variance:
i ≡



Var Xi =

 
E X i − i

2



(1.54)

and the correlation between two random variables Xi and Xj is defined as follows:
ij ≡ Corr Xi  Xj =

Cij

i j

(1.55)


Since Cii = i , the correlation matrix has a unit diagonal, i.e., ii = 1. As well, they obey
the inequality ij ≤ 1 (see Problem 1 of this section). For random variables that may be
positively or negatively correlated (e.g., as is the case for different stock returns) it follows that
−1 ≤ ij ≤ 1

(1.56)

In the particular case of a multivariate normal distribution with positive definite covariance
matrix as in equation (1.49), the strict inequalities −1 < ij < 1 hold.
The main property of normal distributions is that the convolution of two normal distributions is also normal. A random variable that is a sum of random normal variables is, therefore,
also normally distributed (see Problem 2). Because of this property, multivariate normal
distributions can be regarded as affine transformations of standard normal distributions with
 = 0n×1 and C = In×n (the identity matrix). Consider the vector  = 1      n of independent standard normal variables with zero mean and unit covariance, i.e., with probability
density
p =

2
n

e−i /2
√ 
2
i=1

(1.57)

If L = Lij , is an n-dimensional matrix, then the random vector X =  + L is normally
distributed with mean  and covariance C = LL† , † ≡ matrix transpose. Indeed, taking
expectations over the components gives


n

 
E Xi = E i + Lij j = i 

(1.58)

j=1

and


E Xi − i Xj − j




=E

n

k=1

Lik k


n

l=1


Ljl l

=

n

k=1

Lik Ljk = Cij 

(1.59)

